
ES465 – Econometrics – Lecture Note #3
Dr. Todd Richard Yarbrough, Aquinas College

The Single Variable Linear Regression Model

II. The Linear Regression Model
Assume that X and Y are random variables, with x and y being sample values within the populations of X and
Y respectively. [Age and Chance of Death; Education and Income; GDP and Inflation, etc]

We want to test a relationship between x and y, specifically that x has some explanatory effect on y. That is that
when x changes, y changes in some way at the same time. We often would like to know 1) if x and y change at
the same time. 2) if x and y change in the same direction or the opposite. 3) the magnitude of the two changes.
4) the statistical likelihood that the estimated changes fall within a range of possible values. 5) Some information
on how x and y, and perhaps other variables, behave over time, or in different settings.

Let’s worry about 1-4 for now.

1. The Model

y = β0 + β1x+ u (1)

y = dependent variable
x = independent variable
β0 = intercept (constant)
β1 = coefficient of x on y

u = the error term

Here we just have a very simple linear relationship equation betwee x and y. When we say that y is the dependent
variable we mean that its value is, in part, determined by the value of x, or at least that is what we want to find
out. For practical purposes, it is important that we assume the relationship works in this direction. It would be
very troublesome if we, for example, assumed the relationship worked both ways, that is that x helps determine
y and y helps determine x. Now, such relationships assuredly exist. Consider GDP and unemployment. As
unemployment goes down, GDP is likely to go up as more labor means more output. And as output goes up this
is likely to put further pressure on unemployment to fall. If we set out to determine the relationship, we would
have to assume that the direction existed in one direction (GDP is impacted by unemployment, or unemployment
is impacted by GDP) or account for such feedback type relationships in our modeling choices. For now, let’s just
assume that x helps explain y.
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So, we’ll assume:
4y|4u=0 = β14x (2)

This says that the change in y is equal to the change in x times the coefficient of x on y, conditional on the change
in the error term being 0. This just means that y is changing because of x, and there isn’t reason to believe that
the error term is systemically related to changes in y.

It is supremely important that we remember the Ceteris Paribus assumption here. When we say that changes in
y are being caused by x, we are doing so by attempting to hold whatever world we’re analyzing constant. This
is perhaps the foundational weakness of linear regression analysis. We live in a dynamic world, while a linear
regression is an estimated static relationship. Later on we’ll look at such additions to our simple model. For now,
we’ll test for the relationship between x and y, assuming that changes in y stem from variations in x, and that
any other variables that help explain y are not changing, or to put it another way, changes in x cause changes in
y, all else equal.

2. The Conditional Mean Assumption

As long as we include a constant (β0) in our model, we can safely assume that the expected value of our error
term is zero:

E(u) = 0 (3)

All this really does is define β0

We will now assume that our error is not systemically correlated with our independent variable:

E(u|x) = E(u) (4)

It follows from (3) and (4),

E(u|x) = 0 (5)

This is the so-called Zero Conditional Mean assumption.

Using the ZCM assumption we obtain:

E(y|x) = β0 + β1x (6)

This tells us that the expected value of y conditional on the value of x is equal to our linear regression relationship.
Since the expected value of y, assuming appropriate sample size, is just the average of y, then this says that the
average of y conditional on x is equal to the linear regression relationship.

3. Ordinary Least Squares

OK, so now we need to figure out a way to estimate our coefficient of x on y (β1). We will in the process also
estimate values for y, β0, u.

Rewrite (1):

yi = β0 + β1xi + ui (7)

This "individualizes" the model, and represents that we’ll be using samples of X and samples of Y, with values
of x and y respectively, to estimate our relationship between x and y, which we may then be able to generalize to
the true relationship between X and Y.
For this we assume:

Covx,u = E(xu) = 0 (8)

(5) and (7) imply:

E(y − β0 − β1x) = 0 (9)

Ordinary Least Squares (OLS) "picks" values for β1 and β0 which make (8) true.
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We now have:

ȳ = β̂0 + β̂1x̄ (10)

β̂1 is the picked (estimated) value of β1.
β̂0 is the picked (estimated) value of β0.

ȳ = the sample average of y
x̄ = the sample average of x

if the following holds:
n∑

i=1

(xi − x̄)2 > 0 (11)

then,

β̂1 =

∑n
i=1(xi − x̄)(yi − ȳ)∑n

i=1(xi − x̄)2
(12)

So, we have:
ŷi = β̂0 + β̂1xi (13)

and,
ûi = yi − ŷi = yi − β̂0 − β̂1xi (14)

OLS tries to minimize the sum of squared residuals (error terms).

So,
n∑

i=1

ûi
2 =

n∑
i=1

(yi − β̂0 − β̂1xi)2 (15)

OLS will "pick" values for β1, β0 to minimize the above equation.

We now have the Sample Regression Function (SRF):

ŷ = β̂0 + β̂1x (16)
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4. Properties of OLS

OLS.1:
n∑

i=1

ûi = 0

OLS.2:
n∑
i

xiûi = 0

OLS.3: The point (x̄, ȳ) is always on the regression line

5. Goodness of Fit

Let’s define the Total Sum of Squares (SST), the Explained Sum of Squares (SSE), and the Sum of Squared
Residuals (SSR).

SST =

n∑
i

(yi − ȳ)2 (17)

SSE =

n∑
i

(ŷi − ȳ)2 (18)

SSR =

n∑
i

û2 (19)

SST = SSE + SSR (20)

And now we define R-squared (R2) our measure of goodness of fit:

R2 = 1− SSR

SST
(21)

You should be able to see what is going on here. A small R-squared would mean that the SSR is explaining most
of the variation in our dependent variable. In other words, a small R-squared means that x doesn’t impact y
much. A large R-squared would mean that the SSR is explaining not much of the variation in our dependent
variable. In other words, a large R-sqared means that x does impact y quite a bit. NOTE: THIS DOES NOT
MEAN THAT THE IMPACT IS STATISTICALLY SIGNIFICANT. JUST THAT X AND Y SEEM TO MOVE
SUBSTANTIALLY TOGETHER. WE’LL NEED TO TEST FURTHER TO ESTABLISH SIGNIFICANCE.

6. Statistical Properties of OLS

Prior to this we have discussed the algebraic properties of OLS (OLS.1 - OLS.3). Now we’ll turn to statistical
properties and discuss unbiasedness.
SLR.1:

y = β0 + β1x+ u (22)

This just says that β0 and β1 are our population estimates.

SLR.2: We have a random sample of size n, (xi, yi) : i = 1, 2, ..., n, following the population model (22).

SLR.3: The sample outcomes on x, namely, xi : i = 1, 2, ..., n, are not all the same value.
SLR.4:

E(u|x) = 0

SLR.5: Homoskedasticity
V ar(u|x) = σ2
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Here’s what it looks like when we have Heteroskedasticity

7. Standard Error of the Regression

Errors and Residuals have a fundamental difference, although are often used interchangeably.

Residuals:
ûi = yi − β̂0 − β̂1xi (23)

Errors:
ui = yi − β0 − β1xi (24)

Recalling our properties described in OLS.1 and OLS.2, and equations (19) and (20) we can show:

σ̂2 =
1

n− 2

n∑
i=1

ûi
2 = SSR/(n− 2) (25)

Taking the square root:
√
σ̂2 = σ̂ (26)

This is called the Standard Error of the Regression (SER).

Applying this concept to our estimated coefficient:

se(β̂) =
σ̂√
SST

(27)
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